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Captioning Falls Short in Pathology: Towards Multi-Task Classification

“Microscopic observation of the pathology 

slide reveals minimal formation of glandular 

structures. The nuclei exhibit moderate 

variability in size and shape, and a low rate 

of cell division is observed. Lymphatic 

invasion is not present. Based on these 

observations, the diagnosis is invasive ductal 

carcinoma, Nottingham Histologic Grade 2.”

Classification FrameworkPATHOCLASS-BRCA Pathological Feature-based Evaluation
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Increased Clinical Correctness

“Microscopic observation of the pathology slide 

reveals high formation of glandular 

structures. The nuclei exhibit low variability 

in size and shape, and a low rate of cell 

division is observed. Lymphatic invasion is 

not present. Based on these observations, the 

diagnosis is invasive ductal carcinoma, 

Nottingham Histologic Grade 1.”
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PROBLEM  — Report Generation is Modeled like a Captioning Task

Supervision Target

Free-text

pathology reports

Evaluation Protocol

BLEU, ROUGE,

METEOR

Do not follow standard templates

and may omit relevant information 

Training Protocol

Token-level

cross-entropy losses

Rewards surface-form 

similarity to reference reports

Quantify lexical agreement 

rather than diagnostic correctness

SOLUTION  — Multi-Task Classification of Pathological Feature

International reporting guidelines (ICCR) standardise pathological reports through fixed fields and constrained value sets. 

⟹ the diagnostically relevant content is a small set of categorical attributes, referred to as pathological features..

Supervision Target

PATHOCLASS-BRCA

Categorical Attributes

ICCR-aligned pathological

feature labels

Evaluation Protocol

Feature-level Classification 

Metrics (e.g. F1-score)

Quantitative assessment of 

each pathological feature

Direct supervision of

pathological features

Training Protocol

Pathological Feature-level 

Classification

PATHOCLASS-BRCA

---Task Definition---

Extract the {target pathological attribute} from the breast pathology report text.

RULES: Normalisation, Conservative, Range, and Nottingham Score Rules.

Report text: {report_text}

Allowed classes: {allowed_classes}

---Output Format---

Return valid JSON only:

{

“{target pathological attribute}”: {assigned_class}”,

“evidence”: “short quote from the report”,

“confidence”: float in [0,1]

}                                                                            

Feature-Specific Labelling Prompt

1. We select six ICCR-guided pathological features 

(clinically relevant, visually assessable from WSIs, 

and reported in at least 50% of the reports):

histological type · histological grade · 

tubular formation · nuclear pleomorphism · 

mitotic activity · lymphovascular invasion

2. We design a dedicated feature-specific labelling 

prompt which defines the admissible classes and 

the normalisation rules;

3. We prompt GPT-5 to extract a preliminary label, 

then pathologists correct it — 96.7% agreement.

Pathological Feature Label Distributions

• Classification-oriented models consistently outperform their generative counterparts. 

• Classification-oriented models can compete and often outperform large-scale MLLM like WSI-LLaVA despite its substantially

larger parameter count.

• Averaged across the six tasks, MiGen†, HistGen†, and BiGen† improve F1-score by 15.7, 15.6, and 15.8 percentage points, respectively, 

and recall by 16.9, 16.2, and 16.4 points.

Code, Data, and Contacts

Visualization of MiGen†. A: original WSI thumbnail of a test case of the “WSI Bench split” for which the model correctly predicted all six 

task-specific labels. B–G: attention maps from the learnable task prompts to WSI patches. Correct labels denoted in beige.

F1-macro (%) and Recall-Macro (%) are reported as mean ± std over 10 random seeds, except for WSI-LLaVA, which is evaluated once 

using the released checkpoint. † indicates training with our classification strategy and * denotes p < 0.05 (one-sided paired t-tests) against

the corresponding generative counterpart. Best results in bold.

Evaluation Protocol

All methods are scored on the clinical correctness of the generated reports, not on how it is worded: every generated report is reduced 

to one class per ICCR feature and compared with the ground-truth label.

Reported metrics:  per-feature F1-score and Recall, given as mean ± standard deviation; * marks a statistically significant 

improvement of a classification model over its generative counterpart.

Our GPT-5-based feature extraction, applied to 1,500 generated reports sampled randomly, achieved 96.4% agreement with pathologists.

Fluency earns no credit: a well-written report with the wrong grade scores lower than a plain one with the right grade.

1.  Model output

Generative baselines produce a free-

text report.

2.  Feature extraction

Each generated report is parsed with 

the same labelling prompt used to 

build the dataset.

3.  Per-feature scoring

Prediction and ground truth are 

compared feature by feature, never 

as a whole report.

Classification models (†) predict the 

six features directly.

Each of the six features yields its own 

classification metrics (e.g. F1-score).

Free text becomes one categorical 

value per pathological feature.
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We adapt existing report generation backbones (MiGen, HistGen, BiGen) to multi-task classification with minimal architectural changes:

• we keep the frozen visual extractor and the transformer WSI encoder;

• we remove the textual branch and the generative decoder;

• we prepend a set of learnable task prompts to the visual input tokens, one per pathological feature;

• The final hidden state of each learnable task prompt is fed into a dedicated MLP followed by a linear head.

Each task is optimised with a class-weighted cross-entropy.
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Qualitative Results

“Microscopic observation of the pathology slide reveals infiltrating lobular carcinoma cells 

with a pleomorphic and classical subtype, demonstrating minimal formation of glandular 

structures, significantly deviating from normal tissue architecture with a tubule 

formation score of 3. The nuclei exhibit marked variability in size and shape, 

corresponding to a nuclear grade of 3. There is a moderate rate of cell division observed, 

reflected in a mitotic activity score of 2. Areas of lobular carcinoma in situ are noted, 

comprising less than 5% of the total tumor volume and displaying association with the invasive 

carcinoma. Notably, no definitive lymphovascular invasion is identified. Based on these 

observations, the diagnosis is invasive lobular carcinoma, nuclear grade 3, with a 

Nottingham score of 8/9 (3+3+2).”

Diagnosis
Invasive Lobular 

Carcinoma

Grade Grade 3

Nuclear Pleomorphism High

Mitotic Activity Moderate

Tubular Formation Low

LVI Absent

Pathologist

Supervision

“Microscopic observation of the pathology slide reveals epithelial cells infiltrating the 

surrounding stroma with minimal formation of glandular structures significantly deviating 

from normal tissue architecture corresponding to a tubule formation score of 3. The 

nuclei exhibit moderate variability in size and shape earning a nuclear pleomorphism 

score of 2 and there is a low rate of cell division observed corresponding to a mitotic count 

score of 1. Ductal carcinoma in situ demonstrate intermediate nuclear grade with solid type is 

observed tubule formation. Based on these observations the diagnosis is invasive ductal 

carcinoma nottingham grade 2 nhg2 with a total score of 6 out of 9 .”

Diagnosis
Invasive Ductal 

Carcinoma

Grade Grade 2

Nuclear Pleomorphism Moderate

Mitotic Activity Low

Tubular Formation Low

LVI N/A

Ground Truth Report

MiGen

MiGen†

BLEU-4: 0.410 Pathological Features Accuracy: 1/6 

Diagnosis Grade Nuclear Pleomorphism Mitotic Activity Tubular Formation LVI

Invasive Lobular Carcinoma Grade 3 High Low Low Absent

Pathological Features Accuracy: 5/6 

Pathologist

Supervision

Qualitative example showing the mismatch between lexical overlap and clinical correctness for MiGen. 

Code and dataset

github.com/

     AImageLab-zip/

          PathoClassBRCA

What comes next

We are extending PathoClass to other

 TCGA cohorts and to further report

 generation backbones.

Come and talk to us

alessia.saporita@unimore.it

vittorio.pipoli@unimore.it
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